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Auditing the legality of police stops currently requires expensive
review by trained lawyers. We show that large language mod-
els (LLMs) can accurately perform this legal analysis, offering a
scalable tool to monitor police conduct and perform social science
research. Using 41,332 attorney-coded police stops from 2012 to
2023, we fine-tune LLMs to identify whether stops are illegal based
on the content of police stop narratives. Our best model (fine-
tuned GPT-4.1) identifies illegal stops with over 90% accuracy.
The model is well-calibrated in its confidence estimates, achieving
95% accuracy on the 85% of cases about which it is most con-
fident. We use the model to impute the legality of more than a
million stops in the jurisdiction over our sample period. This en-
ables novel analyses: we find limited heterogeneity in the rates at
which different officers make illegal stops, with simulations sug-
gesting that replacing even the 50% of officers most likely to make
illegal stops with median officers would only reduce the illegal stop
rate by 2.5 percentage points, or 12.7%. We also find demographic
disparities, concentrated among Black and male suspects: stops of
non-Hispanic Black males are 1.6 percentage points more likely to
be illegal than stops of non-Hispanic White males (p < 0.001).
These findings demonstrate LLMs’ potential to efficiently study
police practices.

I. Introduction

One of the most important decisions police officers make is whether to stop,
frisk, or search a suspect. In some cities, police conduct more than 1000 stops a
day (New York Civil Liberties Union, 2025; Hausman and Kronick|, 2023)), some-
times with fatal consequences. Officers making these stops must carefully balance
crime control against the constitutional rights of suspects.

The legality of these stops is critical for both police accountability and social
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science research. Many cities conduct ex-post legal reviews of police stops and
frisks, especially those that have been subject to litigation regarding their policing
practices. These reviews currently require large amounts of work by high-priced
lawyers. Even so, random audits can only examine a small percentage of stops
(in our sample drawn from a major city, fewer than 4%), limiting the usefulness
of the data in answering empirical questions.

In this paper, we fine-tune large language models (LLMs) to automatically as-
sess the legality of police stops and frisks, offering a scalable tool for auditing
police conduct in lieu of costly human review. We introduce a new dataset of
1,010,099 police stops in a major U.S. city from 2012 to 2023, each of which
importantly includes a narrative of the rationale for the stop. Under the U.S.
Supreme Court case Terry v. Ohio, officers may make stops only if there is rea-
sonable and articulable suspicion (RAS) that the subject is involved in a crime
and may conduct frisks only if there is RAS that the person is armed and dan-
gerous. A team of expert plaintiff’s attorneys coded a random sample of 41,332
stops and frisks for whether they met the legal standard for RAS. We use these
attorney-coded data to train various machine learning (ML) models to identify
whether stops and frisks have RAS.

We find that algorithms can perform this legal analysis at high levels of accu-
racy, far exceeding that of police officers and law students. Treating the plaintiff’s
attorneys’ codings as ground truth, our top-performing algorithm (fine-tuned
GPT-4.1) has 90.1% accuracy and 0.937 AUC-ROC. Importantly, the models
quantify prediction confidence for each stop. When keeping only the top half
of the observations about which the model is most confident (with confidence
scores based on the train set and evaluated out-of-sample on the test set), accu-
racy jumps to 98.7%. We also show that we can keep 85% of the data and still
maintain 95% accuracy.

Fine-tuned GPT-4.1 significantly outperforms various alternatives, including
classic machine learning (ML) techniques like random forests and logistic regres-
sion; GPT-5.2, a leading LLM, with detailed prompting but without fine-tuning;
and trained law student research assistants. In addition, fine-tuned GPT-4.1
implicitly outperforms the officers themselves, whose narratives justify RAS in
80.3% of stops, and it exceeds the rate of agreement between expert attorneys
hired by plaintiffs and by the city itself (87.0% agreement). These comparison
points, discussed in further detail in Section [[[.D] suggest that fine-tuned LLMs
may approach the limits of what is achievable given subjective disagreement on
RAS between experts.

Having established the accuracy of our models, we then use our models to
impute the legality of the full population of 1,010,099 stops in our jurisdiction,
which would be prohibitively expensive with human attorney review. Using these
imputed legality measures, we conduct two novel analyses.

First, we examine whether stop legality varies systematically with suspect de-
mographics. Prior studies of policing disparities have generally focused on the



VOL. NO. PROSE AND CONS 3

percentage likelihood of finding contraband during a stop (Knowles, Persico and
Todd), 2001; (Grogger and Ridgeway, 2006]). This approach has yielded mixed re-
sults and has been challenged for requiring potentially implausible assumptions
(Simoiu, Corbett-Davies and Goel, 2017). Our approach, directly imputing the
legality of stops, sidesteps these assumptions: we measure legality itself rather
than relying on outcomes that may be confounded by unobserved heterogeneity
or differences in risk distributions.

Controlling for a variety of factors about the time, place, and officers making
a given stop, we find that stops are more likely to be illegal by 1.0 percentage
points, or 5.1%, for Black versus White suspects (p < 0.001), 0.3 percentage
points, or 1.5%, for Hispanic versus non-Hispanic suspects (p = 0.022), and 0.8
percentage points, or 4.0%, for male versus female suspects (p < 0.001). Taking
demographic interactions into account, stops involving Black non-Hispanic males
are 1.6 percentage points, or 8.1%, more likely to be illegal than stops involving
White non-Hispanic males (p < 0.001).

Second, we conduct regressions with per-officer fixed effects to estimate the
idiosyncratic likelihood that a stop conducted by each specific officer is illegal.
We find modest variation: the gap between the fixed effects of the 10th and 90th
percentile officers is 14.4 percentage points. Simulations suggest that even sweep-
ing personnel interventions would have limited impact on overall stop legality.
Replacing the bottom 10% of officers would reduce illegal stops by only 1.1 per-
centage points, a 5.6% reduction (p < 0.001); replacing the bottom 25% would
reduce illegal stops by 2.0 percentage points, a 10.2% reduction (p < 0.001); and
even bringing the bottom 50% up to median would reduce illegal stops by just
2.5 percentage points, a 12.7% reduction (p < 0.001). These results suggest that
improving the average legality of police stops through personnel changes alone is
challenging.

These population-level findings demonstrate the value of using calibrated LLMs
to generate new variables for empirical research on policing, making it possible
to conduct analysis that was not previously possible.

The rest of the paper proceeds as follows: Section [I] provides a brief legal
background about stop and frisk policing along with summary statistics for our
jurisdiction. In Section [[IT] we present the methods employed to predict RAS and
compute confidence in rankings. Section [[V]includes our main results, Section [V]
interprets our results and discusses limitations, and Section [V concludes.

II. Background and Data
A. Literature Review

Inspired by recent advances in ML, a large literature compares the performance
of humans and LLMs at legal tasks. [Kleinberg et al. (2018)’s seminal paper
showed that simple predictive models could outperform judges in bail decisions,
and many scholars have built on this early work by demonstrating that LLMs
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perform well at legal analysis, whether as substitutes for (Martin et al. 2024
Savelka and Ashley, 2023; Nay et al., 2024)) or complements to (Shao et al., 2025
Choi, Monahan and Schwarcz, 2024; |Choi and Schwarcz, [2025) human analysis.
More broadly, researchers have compared the performance of LLM and human
annotation in domains such as content analysis (Boji¢ et al [2025) and medicine
(Lin et all [2023; |Goh et all [2024; |[Nori et al., 2025)). The literature suggests that
LLMs can competently produce sophisticated analysis in a variety of domains.

At the same time, a substantial theoretical and empirical literature has explored
approaches to detecting racial disparities in police stops. [Knowles, Persico and|
launched this literature with a simple optimizing model of police
and offender behavior and proposed an outcome test where a comparison of “hit
rates”—the fraction of frisks that yield contraband—by racial group could reveal
disparities. This paper inspired various papers focused largely on refining models
of racial disparity in police stops, including important contributions by [Anwar and;
Fang| (2006), Durlauf| (2006]), Dharmapala and Ross (2004), and |Antonovics and
Knight| (2009). More recent work by (Gelbach| (2021)) and Feigenberg and Miller
(2022) among others has continued to broaden both models of racial disparities
in police stops and their empirical application.

A central limitation of the outcome test approach is the infra-marginality prob-
lem: the test compares average hit rates, but discrimination operates at the
margin of the search decision. Even absent discrimination, if racial groups have
different distributions of underlying criminality, average hit rates will differ across
groups (Ayres, 2002; [Simoiu, Corbett-Davies and Goel, |2017). |Simoiu, Corbett-|
Davies and Goel (2017) show that infra-marginality is not merely a theoretical
concern but causes outcome tests to yield misleading results in practice.
and Tillyer| (2008) raise additional concerns about the outcome test’s underlying
equilibrium assumptions: the test presumes that both officers and suspects are
rational actors, that suspects have accurate knowledge of their probability of be-
ing searched, and that the market for criminal behavior is in equilibrium. These
assumptions are difficult to verify and may not hold in practice. By directly
measuring stop legality rather than relying on downstream outcomes, our ap-
proach avoids both the infra-marginality problem and the behavioral equilibrium
assumptions required by hit rate comparisons.

A separate literature examines officer heterogeneity in policing behavior.
and Schanzenbach| (2019) use civilian allegations in Chicago to predict which offi-
cers are most likely to generate civil rights litigation payouts, finding that a small
fraction of officers accounts for a disproportionate share of the amount paid out.
Stoddard, Fitzpatrick and Ludwig| (2024) show that police misconduct is partially
predictable using past complaints, and that officers in the top 2% of predicted
risk are six times more likely to engage in serious misconduct. These studies
rely on outcomes that are observed only in selected encounters—civilian com-
plaints, litigation, or disciplinary records. In contrast, our approach measures of-
ficer heterogeneity in a different outcome—the legality of stops themselves—using
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imputed legality from expert attorney assessments across the full population of
stops. This enables identification of officers who make illegal stops at elevated
rates, a dimension of officer behavior that may not be captured by complaints or
litigation, which arise in only a small subset of encounters.

Our work takes on new significance given ongoing attempts to automate police
monitoring. Axon’s Draft One, for example, is an LLM-driven tool that generates
police reports based on audio from body-worn cameras (Ferguson, 2024)). Tools
like these could generate raw data that could subsequently be fed into a model
like the ones that we train in this paper.

Due to the paucity of available data on this topic and the novelty of the re-
quired LLM tools, few attempts to computationally evaluate RAS exist. To our
knowledge, the only other attempt was |Oliver et al. (2024]), which annotates fac-
tors relating to RAS from court opinions involving vehicular stops and then uses
these factors to predict judicial rulings on RAS. However, their study differs from
ours in important respects. Because they use case law rather than stop nar-
ratives, their sample is highly selected and likely unrepresentative of real-world
policing practice. Moreover, they predict judicial decisions using text written
by the judges themselves—this potentially contaminates their prediction models,
since judges likely frame case facts selectively to support their judgments. We
analyze a dataset comprising all stops for a given place and time period with-
out selection, and the judgment we are predicting is an uncontaminated separate
evaluation by legal experts.

B. Conceptual Framework

At a high level, a core task for police departments is to reduce crime while
respecting citizens’ constitutional rights. One important method departments
use to reduce crime is Stop and Frisk policing, a tactic that became popular in
the early 2000’s.

Police officers in our jurisdiction, as with many others, routinely stop and ques-
tion individuals when they have RAS that they may be involved in the commission
of a crime or are planning criminal conduct. These are known as Terry stops,
after the Supreme Court ruling in Terry v. Ohio which established the RAS stan-
dard. Terry v. Ohio also established that, for their protection, police officers may
conduct a limited pat-down search, or “frisk,” for weapons if they reasonably
believe the person may be armed and dangerous.

For both stops and frisks, Terry requires that “the police officer must be able
to point to specific and articulable facts which, taken together with rational in-
ferences from those facts, reasonably warrant [the] intrusion.” Thus the RAS
standard— Terry places great importance on the evidentiary record and the offi-
cer’s ability to demonstrate that RAS was present.

Officers making stops and frisks are enmeshed in a series of principal-agent
problems: between citizens and city leadership, and between city leadership and
patrol officers. In each of these relationships, some of the most visible perfor-
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mance measures are crime rates (particularly violent crime rates), “clearances”
(the share of crimes where an arrest is made), expenditures, and instances of vi-
olations of constitutional rights, particularly those that receive public attention.
In short, this is a constrained optimization problem where safety and liberty are
the primary objects of interest.

A general model of these agency problems is beyond the scope of this paper.
But it is worth describing police officer incentives to make stops and frisks, to
record them accurately, and to ensure they are legally justified, along with how
each of these may vary by type of suspected crime

Incentives of officers to make stops have varied over time as public attitudes
to the practice have changed. There have never been clear, numerical targets for
officers to stop or frisk, and in fact there is immense variation across officers in
how much they do so.

Data from police stops must be entered into an electronic database. Original
entry typically occurs through an application on a mobile data computer, a laptop
installed in a police vehicle. These are subsequently checked for completeness
and compliance with Fourth Amendment standards by the supervising sergeant.
There has typically been no consequence to officers who fail to state RAS for a
stop or frisk. Very recently, there has been an effort to incentivize only stops and
frisks with RAS. Officers who report stops or frisks without RAS and Sergeants
who fail to correct the officers are subject to re-training, oral and written warnings
and for repeat offenders to discipline in the form of lost vacation days. However,
the vast majority of repercussions have been in the form of verbal warnings and
either none or an extremely small number of vacation days have been lost to date.

Of course, each interaction between police officers and citizens has the potential
to go poorly. This is one reason why the RAS standard exists. It also means
that potential gains from stops and frisks should be balanced by a social planner
against these potential harms. Potential gains—in deterred or detected crimes—
will be larger for more serious crimes. But in this paper we do not distinguish
between potential crime severity for three reasons. First, the initial rationale for
the stop is often different from a crime the individual is arrested for. Second, the
RAS standard is independent from crime type, and thus from a legal perspective
must be followed uniformly, even if this may not lead to the optimal solution to
the constrained optimization problem (although it may be optimal more broadly).

C. Data Description

Our study analyzes a novel dataset of pedestrian Terry stops conducted by a
major metropolitan police department between 2012 and 2023. The full dataset
contains 1,010,099 stops during this period; from these, 41,332 stops were ran-
domly selected for expert attorney review. For each stop, the officer records
details about the circumstances of the stop, the individual stopped, the location

1We omit the impact here of intrinsic incentives, which is explored in |Chalfin and Gongalves| (2023).
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and time of the stop, and the officers involved. Outcomes of the stop include
whether the individual was frisked, searched or arrested, and whether contraband
was discovered (and if so, what kind). Crucially, the officer provides a narrative
intended to establish reasonable and articulable suspicion (RAS) for the stop.
These narratives constitute the primary data we analyze.

As part of a monitoring agreement stemming from litigation, a small group of
plaintiff’s attorneys with expertise in these matters manually read each police
narrative in the random subset of stops and code each stop as either having or
lacking RAS (each lawyer makes only one assessment). For cases where a frisk
occurred, they separately evaluated whether the frisk had RAS. After dropping
observations which could not be clearly coded, we have 41,332 observations where
stops were coded as having or lacking RAS and 7,795 observations where frisks
were coded as having or lacking RASE| While the attorneys coding the stops
had access to the full text of the police narrative without redaction, the RAS
determination was made based solely on ex ante information, meaning that a
stop lacking RAS could not become justified ex post, merely because the suspect
turned out to have engaged in a crime.

To illustrate the range of content in the police narratives, the following three
examples are at the 25th, 50th, and 75th percentiles of the harmonic mean of
Flesch-Kincaid reading score and word count in our sample:

“The above male was observed by police acting suspiciously in front of

[High School] at [Address]. NCIC/PCIC neg results.”

“Police observed male with a group of males standing in the door-
way of the Chinese food store for an extended period of time blocking
pedestrian foot traffic entering/exiting store. Male stopped for invest.
PCIC/NCIC - neg results. Male dispersed by police.”

“Police responded to listed location for a male breaking into abv lo-
cation claiming to be working for [Company 1]. Upon arrival police
observed male matching the verified flash of a black male with an or-
ange skull cap, beige jacket, and black pants on the hwy in front of
listed loc. Police stopped male for investigation. Upon further inves-
tigation male is an employee of [Company 2] who is a subcontractor
of [Company 1]. Police advised male. Male was not breaking into
property. PCIC NCIC checked no wants. CBIL.”

Plaintiff’s attorneys coded the first stop as lacking RAS and the other two as
having RAS.

2In our current analysis, we only analyze stops coded as having or lacking RAS. Thus we drop stops
that were incorrectly classified as such (such as arrests). We include only frisks coded as having or lacking
RAS where the stop preceding the frisk had RAS. Thus we exclude frisks that occur despite the preceding
stop lacking RAS, which are deemed illegal under the separate “fruit of the poisonous tree” doctrine.
We also exclude miscoded frisks, for example those that were actually searches incident to arrest.



Table [1] presents summary statistics for key variables in the attorney-coded
sample. The data reveal several important patterns relevant to our analysis.
First, 80.3% of stops in the lawyer-coded sample were assessed as having RAS,
suggesting that a substantial proportion of stops were legally unfounded. Frisks
occurred in 20.5% of stops, with 73.6% of these frisks coded as having RAS
when the initial stop was lawful. As in many criminal justice datasets from large
cities, the population of individuals stopped by police is largely male (85.9%)
and non-White (70.3% Black and 9.4% Hispanic). The majority (57%) of stops
occur between 4PM and midnight, and three-quarters of stops are made when
an officer has a partner. Contraband is discovered in 7.7% of stops—this may
include weapons, drugs, or stolen property.

Table 1: Summary Statistics for Attorney-Coded Sample of Police Stops, 2012-
2023

Variable Mean Standard Deviation
RAS for Stop 0.803 0.397
Individual Frisked 0.205 0.404
RAS for Frisk 0.736 0.441
Male 0.859 0.348
Black 0.703 0.457
White 0.280 0.449
Hispanic 0.094 0.292
Age 33.2 13.2
Height 5.5 0.4
Weight 170.5 33.7
Year 2019.14 2.346
Evening 0.57 0.50
Daytime 0.31 0.46
Night 0.12 0.33
Officer with Partner 0.748 0.434
Contraband Discovered in Stop ~ 0.077 0.266

Notes: This table presents summary statistics for key variables in the attorney-coded sample of 41,332
police stops from 2012 to 2023. The table reports the mean and standard deviation for the following
variables: RAS for Stop (indicator variable equal to 1 if RAS was present, 0 otherwise, calculated only
for cases coded as “Yes” or “No”), Individual Frisked (indicator variable equal to 1 if the suspect was
frisked, 0 otherwise), RAS for Frisk (indicator variable equal to 1 if RAS was present for the frisk, 0
otherwise, calculated only for cases coded as “Yes” or “No”), Gender (Male indicator variable equal to
1 if the suspect is male, 0 otherwise), Race (Black and White indicator variables), Ethnicity (Hispanic
indicator variable equal to 1 if the suspect is Hispanic, 0 otherwise), Age (in years), Height (in feet),
Weight (in pounds), Year (calendar year of the stop), Time of Day (Evening (4 PM to midnight),
Daytime (8 AM to 4 PM), and Night (midnight to 8 AM) indicator variables), Officer with Partner
(indicator variable equal to 1 if the officer had a partner during the stop, 0 otherwise), and Contraband
Discovered (indicator variable equal to 1 if contraband was found, 0 otherwise).
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D. Ground Truth and Intercoder Reliability

How does one know when a stop truly lacked RAS based on the written nar-
rative? When training and evaluating the performance of our LLMs and ML
models, we treat the assessment of the attorney coders as ground truth. Thus,
the performance of the algorithms (and humans) that we report in this paper is
measured by how close they come to these human experts.

Of course, legal evaluations are subjective, and even expert attorneys could
disagree in specific cases on whether RAS is present or absent. Many scholars
have observed the problem that human evaluations treated as ground truth might
in fact be subjective (Plank, 2022} Chen, Mermel and Liu, |2021)). One standard
method to relax the assumption that human codings are ground truth is to have
multiple humans evaluate the same case and then calculate intercoder agreement
rates (Movva, Koh and Pierson, 2024). Then, we could simply compare intercoder
agreement between the humans against intercoder agreement between the humans
and the LLM.

In our study, we have three different human codings to compare against the
baseline generated by plaintiff’s attorneys. First, we have a subset of randomly
selected cases from 2023 that were coded both by the plaintiff’s attorneys and
the attorney for the city where the police stops occurred. Out of 1311 randomly
selected stops, when coding for the presence of RAS, the attorneys agreed on 1140
and disagreed on 171, giving an intercoder agreement rate of 87.0%. This is lower
than the intercoder agreement rate between our best model (fine-tuned GPT-4.1)
and the plaintiff’s attorneys of 90.1% (which we present below as the accuracy
of the fine-tuned GPT-4.1 model). This might suggest that our best model is
approaching the theoretical limit for performance, above which determinations
become subjective. On the other hand, the plaintiff’s and defendant’s attorneys
have opposing incentives in litigation, which could make their agreement rate
artificially low.

A second basis for human comparison is the agreement rate between the plain-
tiff’s attorneys and our human RA. This agreement rate is even lower, 77.0%
for stops and 52.0% for frisks, far lower than the agreement rate for fine-tuned
GPT-4.1 (90.1% for stops, 80.8% for frisks). Again this might suggest task sub-
jectivity, although it might also suggest that the task is simply too difficult for a
human RA to tackle, even with the multiple rounds of training and review that
we provided to the RA.

A third basis for comparison is the rate of agreement between the plaintiff’s
lawyers and the police officers themselves. On the sample visible to us (which
excludes both true and false negatives, where the police did not believe RAS was
present), the plaintiff’s attorneys found that 80.3% of stops had RAS, and 73.6%
of frisks. This again implies a rate of agreement lower than the rate of agreement
between fine-tuned GPT-4.1 and the plaintiff’s attorneys. However, this compar-
ison is especially fraught, since the point of the litigation and settlement was a
belief that police officers were violating the law and making stops when RAS was



10

absent—our priors do not suggest that the disagreement between officers and the
lawyers was simply due to the subjectivity of RAS.

E. Model Confidence in Cases of Attorney Disagreement

To identify the extent of subjective disagreement, we ask whether our models
can identify “hard cases” where legal experts disagree. If the fine-tuned GPT-
4.1 model exhibits lower confidence when attorneys disagree about RAS, this
would suggest the model has learned to recognize legal ambiguity. To test this
hypothesis, we examine the relationship between model confidence and attorney
agreement for the subset of 1,311 stops coded by both plaintiff’s and city attor-
neys.

Figure|l| shows how attorney agreement rates vary with model confidence levels
for stops. We measure confidence as the maximum probability assigned to any
single classification, where values closer to 1 indicate higher confidence. Section
[IV.B| provides additional details about how model confidence is calculated. Con-
fidence is calibrated using the train set, while the 1,311 stops are drawn from the
test set, meaning that model confidence is properly validated using out-of-sample
data.
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Figure 1: Relationship Between GPT-4.1 Confidence and Attorney Agreement for
Stops

Notes: This figure examines whether the fine-tuned GPT-4.1 model’s confidence correlates with attorney
agreement on stop RAS assessments. Each point represents an octile of cases sorted by model confidence
(measured as the maximum probability among Yes, No, and N/A classes). N/A cases are those that
were mistakenly coded as stops. The y-axis shows the rate at which plaintiff’s and city attorneys agreed
on RAS within each confidence octile.

As the Figure shows, the agreement rate between the plaintiff’s and city’s at-
torneys monotonically increases as the fine-tuned LLM becomes more confident
in its classification. A similar but noisier pattern holds for frisks, as shown in
Figure [E2] in Appendix [E]

The positive correlation supports the hypothesis that the fine-tuned GPT-4.1
model has learned to recognize legal ambiguity. When the model is less certain,
attorneys are more likely to disagree, suggesting these are genuinely hard cases
where reasonable legal minds differ. Conversely, when the model is highly confi-
dent, attorney agreement rates substantially increase—from 65.4% in the lowest
confidence octile to 95.6% in the highest. This alignment between model un-
certainty and human disagreement provides additional validation that the model
has captured meaningful patterns in legal reasoning and that the difference be-
tween the plaintiff’s and city’s attorneys in their codings is attributable in part
to subjective disagreement in hard cases.
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ITITI. Empirical Framework
A. Predicting RAS with Different Models

We employ four distinct methods to assess RAS: fine-tuned large language
models (GPT-4.1 and Llama 3.2 8B), classic machine learning algorithms, a top-
performing off-the-shelf large language model (GPT-5.2), and trained human re-
search assistants.

Our primary approach involves fine-tuning LLMs to predict the plaintiff’s at-
torneys’ evaluations of RAS for stops and frisks. We fine-tune two separate LLMs:
GPT-4.1, OpenAl’s latest fine-tunable model, and Llama 3.2 8B, a decoder-only
transformer model developed by Metaﬁ GPT-4.1, while closed-source, can be
fine-tuned through OpenAl’s API, allowing us to adapt the model to our specific
prediction tasks without access to the underlying weights. The weights of Llama
3.2 8B are open-source to researchers, and we fine-tuned Llama 3.2 on our own
GPU[]

To adapt Llama 3.2 to our specific prediction tasks, we employ Low-Rank Adap-
tation (LoRA), a parameter-efficient fine-tuning method that modifies only a
small subset of the model’s Weightsﬁ While OpenAl does not publicly disclose
the specific fine-tuning methodology used for GPT-4.1, it likely employs similar
parameter-efficient techniques. After fine-tuning, we evaluate performance on a
set of test examples that was kept segregated during the training process.

As a baseline for comparison, we also train classic machine learning models.
Specifically, we implement three standard algorithms: random forest classifiers
with 100 estimators, logistic regression with L2 regularization (also known as
ridge regression), and simple ordinary least squares regression with no regular-
ization (also known as a linear probability model (LPM))H For these models, we
convert, the police narratives into bag-of-words features using count vectorization
with a maximum of 5,000 features and English stop words removed. Each model
is trained on the same training split (80% of the data) used for the LLM fine-
tuning, with hyperparameters tuned on the validation set (10% of the data) and

3 A decoder-only transformer is a neural network architecture that processes text sequentially from left
to right, predicting each next word based on all previous words. Unlike encoder-decoder models used for
translation tasks, decoder-only models are optimized for text generation and completion tasks. They use
self-attention mechanisms to capture long-range dependencies in text, making them particularly effective
for understanding complex narratives like police reports.

4We tested the model with three different sets of inputs: only the narrative police report, the police
report plus information that can easily be accessed pre-stop, and all the information available (including
post-stop data). We found that including additional information did not improve the performance of the
models, which is consistent with the human experts’ appropriately making their determinations on the
contents of the police narratives alone. See Appendix E for details on the development and testing of
these variations of variables included in the models.

5LoRA is an implementation of Parameter-Efficient Fine-Tuning (PEFT), which fine-tunes a subset
of the model’s weights in order to reduce memory requirements and training time (Ding et al., |2023}
Hu et al., [2022). Appendix Section describes the LoRA fine-tuning procedure and loss function in
greater detail.

SWe also tested support vector machines, but they performed significantly more poorly than the other
classic ML models and were therefore excluded from the final results.
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performance statistics generated using the remaining test set (10% of the data).
Appendix [C] provides additional information about and formal mathematical def-
initions of each of the baseline ML models.

Additionally, we evaluate OpenAl’s state-of-the-art GPT-5.2 model in an off-
the-shelf configuration without fine-tuning. We prompt engineer both a short and
a detailed system prompt for GPT-5.2 explaining the legal framework for RAS
under Terry v. Ohio as applied in our jurisdiction. The text for these prompts was
previously developed to train law students to perform the RAS evaluation. The
model is asked to provide predictions on a 0-100 scale. We convert this score to a
dummy variable for RAS, using a threshold of 50 for comparison with the binary
classifications. We find that the longer, more detailed prompts outperform the
shorter prompts on the validation set, and therefore we use the longer prompts
as our main specification. Appendix Section contains additional details on
the prompts used.

B.  Other Methods: Additional Covariates and Ensemble Methods

As detailed in Appendix [B], we attempted to further improve prediction accu-
racy by including additional covariates in our ML algorithms and in the inputs to
the LLMs, like additional information about the suspect and the circumstances of
the stop. However, the covariates do not improve the performance of the predic-
tion. This is unsurprising given that the lawyers coding legality were instructed
to do so based solely on the stop narrative!l]

As described in Appendix [D] we also tested several ensemble methods that com-
bine predictions from multiple models. Ensemble techniques have been shown to
reduce overfitting and improve generalization by combining the strengths of dif-
ferent models (Dietterich, |2000)). However, our ensemble methods do not improve
upon the fine-tuned GPT-4.1 model alone. This suggests that the alternative
LLMs and ML techniques measure similar aspects of RAS, but that GPT-4.1
simply does so better, leaving little room for improvement through model combi-
nation.

IV. Empirical Results
A.  Model Comparison

Table [2| presents the performance metrics for each method that we used to eval-
uate RAS, including the LLMs (fine-tuned and not) and the classic ML methods.
We also trained a law student to assess whether there was RAS for each stop
and frisk, on a 10-point scale. We provided the law student with detailed legal
background on the RAS standard and multiple rounds of feedback to improve the
student RA’s performance on this task. As with the algorithms, we converted

"Like the expert lawyers coding manually, the models were given access to the full text of the police
reports.
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those scores to a binary variable for RAS if the score was 5 or above. These
results are also included in Table [2| to show the performance of a person with
some legal background but no direct experience with police stops.

As a further human benchmark, the police themselves were 80.3% accurate in
assessing RAS over our sample. In all cases, these statistics exclude unobserved
false negatives—a selective labels problem, since we only observe the stops that
police actually made, not the potential stops they chose not to make (see Section
for further discussion on this point).

The “Acc @ 50%” column shows the model’s accuracy when evaluating only the
50% of cases for which the model is most confident, based on the predicted prob-
ability of RAS (determined out-of-sample, based on the model’s training without
access to the outcome variable in the test set). The “Max Subset w/ 95% Acc”
column indicates the maximum percentage of cases that can be automatically
classified while maintaining at least 95% accuracy, again after ranking the obser-
vations based on model confidence. For example, the fine-tuned GPT-4.1 model
achieves 98.7% accuracy on its most confident 50% of predictions and can main-
tain 95% accuracy while classifying 85.0% of all cases. These metrics reflect both
the performance of each model and each model’s calibration in estimating the con-
fidence of its predictions; ceteris paribus, better-calibrated models will perform
better on these metrics. For all metrics in the table, a higher value is better.

Table 2: Comparison of Model Performance for Stop RAS Prediction

Model AUC-ROC F1 Acc Acc Max Subset
@ 50% w/ 95% Acc
Fine-tuned GPT-4.1 0.937 0.939 0.901 0.987 85.0%
Fine-tuned Llama 3.2 0.901 0.927 0.879 0.982 74.6%
Logistic Regression 0.822 0.901 0.834 0.951 50.7%
Random Forest 0.814 0.907 0.836 0.943 43.0%
LPM 0.778 0.886 0.806  0.942 39.8%
GPT-5.2 0.776 0.887 0.815  0.925 17.0%
Human RA 0.759 0.853 0.770  0.935 41.9%

Notes: This table compares the performance of different models in predicting RAS for police stops. Per-
formance metrics are: AUC-ROC (area under the Receiver Operating Characteristic curve), F1 score,
overall accuracy (Acc), accuracy on the most confident 50% of predictions (Acc @ 50%), and the max-
imum percentage of cases that can be classified while maintaining at least 95% accuracy (Max Subset
w/ 95% Acc). Higher values indicate better performance for all metrics. All performance metrics are
calculated on cases coded as “Yes” or “No” only, excluding cases coded as “N/A.”

The fine-tuned GPT-4.1 model achieves the best performance, with AUC-ROC
of 0.937, F1 score of 0.939, and accuracy of 90.1%. The fine-tuned Llama 3.2
model also performs well, with AUC-ROC of 0.901, F1 score of 0.927, and accu-
racy of 87.9%. Both fine-tuned models substantially outperform human coding,
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which achieves an accuracy of 77.0%, F1 score of 0.853, and AUC-ROC of 0.759.
While the human RA achieves solid performance when highly confident (93.5%
accuracy at 50%), the RA can only maintain 95% accuracy on 41.9% of cases,
compared to 85.0% for GPT-4.1 and 74.6% for Llama 3.2.

OpenAl’s GPT-5.2 model, despite being a more advanced architecture than
GPT-4.1, achieves lower performance (AUC-ROC of 0.776, F1 score of 0.887,
and 81.5% accuracy) when used off-the-shelf with prompting alone rather than
fine-tuning. This highlights the importance of domain-specific fine-tuning over
general-purpose reasoning capabilities. The classic ML models—the random for-
est, logistic regression, and LPM—show varying performance, with random forest
and logistic regression performing reasonably well.

The superior performance of the fine-tuned LLMs can be attributed to several
factors. First, fine-tuning allows the models to adapt specifically to the legal
nuances and writing style of our police reports (unlike the human coding and
GPT-5.2). Second, the transformer architecture can capture complex contextual
relationships in the narratives that bag-of-words approaches miss (unlike the clas-
sic ML models). Third, the models benefit from pre-training on large corpora of
text, providing a strong foundation for understanding language patterns (unlike
the classic ML models).

GPT-4.1’s marginally better performance over Llama 3.2 reflects its larger
model size and more extensive pre-training. However, Llama 3.2 8B achieves
nearly comparable results to GPT-4.1 despite having only 8 billion parameters
compared to GPT-4.1’s estimated 1.8 trillion parameters. This suggests dimin-
ishing returns from fine-tuning with more powerful models: a 200-fold increase in
model size yields only modest improvements in accuracy (from 87.9% to 90.1%).
Llama 3.2 8B can be run on a single GPU, making it substantially cheaper to
train and deploy in the field than GPT-4.1; and it is fully open-source, making
it more transparent and interpretable. For jurisdictions seeking to implement al-
gorithmic auditing of police stops, Llama 3.2 8B may therefore represent a more
trustworthy and cost-effective solution without substantial sacrifices in accuracy.

We observe similar patterns in our analysis of frisks, with fine-tuned LLMs
again outperforming classic ML approaches, the off-the-shelf GPT-5.2 model, and
human coders. However, all models perform somewhat worse on frisk predictions
than on stop predictions. This likely reflects both the inherent difficulty of the
frisk determination—which requires establishing not only RAS of criminal activity
but also that the suspect may be armed and dangerous—and the smaller size of
our frisk train set. Full results for the frisk model comparison are reported in
Appendix [E]

Although all the performance metrics presented are relevant, many empiricists
prefer AUC-ROC because it is not sensitive to the cutoff chosen for binary classi-
fication, unlike the other metrics. (The metrics that rely on binary classification
tend to disproportionately penalize poorly calibrated models.) To illustrate the
Receiver Operating Characteristic (ROC) analysis, we plot the true positive rate
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(sensitivity) against the false positive rate (1 - specificity) at various classification
thresholds for each model.

True Positive Rate

e Llama (Fine-tuned)
’ Llama (Base)
Logistic Regression
Random Forest
Linear Probability Model
Human
GPT-5.2
GPT-4.1 (Fine-tuned)
Random Classifier

0.2 7

\
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1
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Figure 2: Receiver Operating Characteristic (ROC) Curves for Multiple Models
Predicting RAS in Police Stops

Notes: This figure displays the Receiver Operating Characteristic (ROC) curves comparing multiple
models’ predictions of RAS in police stops. The curves plot the true positive rate (sensitivity) against
the false positive rate (1 - specificity) at various classification thresholds using the test dataset. The
diagonal dashed line represents random chance (AUC = 0.5).

The fine-tuned GPT-4.1 model achieves the highest Area Under the Curve
(AUC) of 0.937, indicating strong predictive power—for any randomly chosen
pair of stops, one with RAS and one without, the model will correctly rank them
93.7% of the time. This substantially outperforms the other approaches, with fine-
tuned Llama 3.2 achieving an AUC of 0.901, Logistic Regression 0.822, Random
Forest 0.814, and Human RA 0.759.

B.  Ranking Confidence in Predictions

Ultimately, the decision of whether to employ an algorithm will depend on what
error rates are deemed acceptable by those charged with making the assessments.
Even if it is not possible to classify all narratives with a high enough level of
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confidence, it may be possible to significantly alleviate burdens on human auditors
if we can identify narratives that can be classified with very high confidence.

To identify such narratives, we use a confidence scoring mechanism based on
each algorithm’s predicted probability of RAS. Specifically, we define the confi-
dence score for observation i as:

(1) c; = |P(y; = 1|z;) — 0.5]

where P(y; = 1|z;) is the model’s predicted probability that observation 4 has
RASE| This metric captures the model’s decisiveness: predictions closer to the
decision boundary of 0.5 indicate greater uncertainty, while predictions near 0
or 1 indicate higher conﬁdenceﬂ By ranking observations according to ¢; and
selecting those with the highest confidence scores, we can identify a subset of
cases where the model’s predictions are most reliable. The confidence scores are
calibrated on the train set and validated out-of-sample on the test set.

We then plot accuracy for each subset of cases as follows:

1
Accuracy(p) = — I(g; = ys
=, St =w

Where p is the percentage of cases included, S), represents the subset of cases
with highest predicted confidence, n, = |Sp| is the number of cases in that subset,
7; is the predicted label (using the 0.5 threshold), y; is the true label, and I is the
indicator function.

Thus the actual accuracy of the test subset is plotted on the y-axis of the Figure,
and the %% of cases with the lowest predicted error used as the test subset to
determine the accuracy on the y-axis is plotted on the z-axis.

Figure [3| shows how RAS model accuracy changes as we include more cases,
sorted by their predicted error.

8Certain algorithms, specifically LLMs (like GPT-4.1, GPT-5.2, and Llama 3.2) and logistic regres-
sion, natively generate log probabilities of outcomes rather than linear probabilities. In these cases, we
exponentiate the log probabilities to generate linearized probability values. Thus, if log P(y; = 1|z;) is
the log probability, then P(y; = 1|x;) = exp(log P(y; = 1]z;)).

9This metric is similar to the one used in Section but excluding “N/A” classifications.
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Figure 3: Accuracy of Multiple Models’ Predictions by Confidence Ranking for
Stops

Notes: This figure shows how the accuracy of different models’ predictions of RAS for stops varies as
a function of the percentage of cases included, sorted by each model’s confidence ranking. The x-axis
represents the percentage of test cases included (from most to least confident), while the y-axis shows
the accuracy achieved on that subset.

The resulting curves demonstrate clear performance differences among the mod-
els. The fine-tuned GPT-4.1 model achieves the best performance, maintaining
95% accuracy while classifying 85% of cases. Fine-tuned Llama 3.2 also performs
well, maintaining 95% accuracy for nearly three-quarters (74.6%) of cases. In
comparison, Logistic Regression can maintain 95% accuracy for 50.7% of cases,
while Random Forest achieves this threshold for 43.0% of cases. This suggests sub-
stantial potential for automated classification in practice—the fine-tuned models
could reliably handle the majority of straightforward stops, limiting human re-
view to a small subset of cases. This could reduce the need for human labor while
also improving accuracy by concentrating human review in particularly difficult
cases.

Note that the models trained on actual data are well-calibrated, in the sense
that the accuracy curve monotonically declines as more cases are included. This is
not true of either the GPT-5.2 model (which peaks in accuracy near 50% of cases,
suggesting that the model is overconfident about its predictions at extremes) or
the human RA’s coding (which has multiple spikes in accuracy). The analogous
analysis for frisks yields qualitatively similar results, though with lower perfor-
mance across all models given the inherent difficulty of the frisk determination
and the smaller train set, as detailed in Appendix
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To demonstrate model calibration, Figure [ shows how model accuracy varies
across different predicted probability ranges for stops. A well-calibrated model
should exhibit a V-shaped curve in this plot (the black dashed line represents
perfect calibration), with high accuracy at both extremes (near 0 and 1) where
the model is most confident, and lower accuracy near 0.5 where predictions are
most uncertain.
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Figure 4: Model Accuracy by Predicted Probability Range for Stop RAS

Notes: This figure shows how accuracy varies across different predicted probability ranges for each
model when predicting RAS in police stops. The x-axis represents the predicted probability of RAS
(binned into 10 equal intervals), while the y-axis shows the accuracy within each bin. The dashed black
line represents perfect calibration.

The fine-tuned GPT-4.1 model, the fine-tuned Llama 3.2 model, and classic ML
approaches display the expected V-shaped pattern, achieving high accuracy when
predicting probabilities far from 0.5. However, the GPT-5.2 model and human
coder deviate significantly from this ideal, particularly at the extremes. These
calibration issues explain why the GPT-5.2 and human models fail to produce
monotonic accuracy curves when cases are ranked by confidence. The same pat-
terns hold for frisks, as shown in Appendix [E] Figures [CI] and [C2] in Appendix
[C:C3| provide additional information about calibration along the same lines.

These results are largely to be expected; the classic ML models and the LLM
were trained on empirical data that improve calibration. In contrast, the GPT-5.2
model did not receive direct feedback about its miscalibration and therefore did
not have an opportunity to correct it. The human RA did receive multiple rounds
of feedback, but on the scale of dozens of cases rather than tens of thousands, like
the fine-tuned LLMs and ML models. It is possible that the human RA would
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have continued to improve their calibration with continued feedback (Mellers
et al., 2014]).

C. Population-Level Analysis with Imputed Legality

A key advantage of our trained models is their ability to impute stop legality at
scale. While attorney review of 41,332 stops required substantial resources, our
fine-tuned models can evaluate all stops in the jurisdiction at minimal marginal
cost. This population-level imputation enables analyses that would otherwise be
infeasible.

IMPUTATION METHODOLOGY

Having trained our fine-tuned GPT-4.1 model on the 41,332 attorney-coded
stops, we apply it to impute the probability of RAS for each of the 1,010,099
stops in the full population from 2012 to 2023. For each stop, the model produces
a continuous probability estimate between 0 and 1, which we interpret as the
imputed probability that the stop had RAS. Rather than converting these prob-
abilities to binary classifications, we retain the continuous probability estimates
as our dependent variables. This approach preserves the model’s uncertainty: a
stop with an imputed probability of 0.55 is treated differently from one with a
probability of 0.95, even though both would be classified as having RAS when
applying a 0.5 thresholdm

ESTIMATING DEMOGRAPHIC DISPARITIES

To examine how stop legality varies with suspect demographics while controlling
for officer-level heterogeneity, we estimate the following linear probability model
with officer fixed effectd™}

(2) Lij =a; + B1B; + PoF; + BsH; + Xg'y + €45

where L;; is the imputed probability of RAS for stop ¢ conducted by officer
J; ¢y is an officer-specific intercept (fixed effect); B;, F;, and H; are indicator

10Stops that the model classified as indeterminate (the “N/A” category) are excluded from the analysis
sample. We conduct the same imputation for frisks on the subset of stops in which a frisk occurred.

HBecause we are conducting regression with an imputed dependent variable, an important consider-
ation is whether measurement error in the imputed values could bias our coefficient estimates. Classical
measurement error in the dependent variable does not bias OLS coefficients when the measurement error
is uncorrelated with the independent variables—i.e., when E[e | X] =0, where e = Y* — Y is the predic-
tion error and X are the regression covariates. However, if the prediction model systematically over- or
under-predicts legality for certain demographic groups, this would induce correlation between prediction
errors and covariates, biasing our estimates. To test this assumption, we regressed prediction errors on our
demographic covariates using held-out test data where true legality labels are observed. Using held-out
test data with observed true labels, we regressed prediction errors (Y* — f/) on demographic covariates.
The coefficients on the covariates were small in magnitude and statistically insignificant. This supports
using the imputed measure without bias correction. Intuitively, one would not expect measurement error
to be a significant problem given that the predictions are accurate and well-calibrated.
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variables for whether the suspect is Black, female, and Hispanic, respectively;
X; is a vector of controls; and = is the corresponding vector of coefficients. We
present results with an increasingly comprehensive series of controls, such that X;
includes police service area (PSA) fixed effects, squad fixed effects, hour-of-day
fixed effects, month fixed effects, and year fixed effects. To flexibly control for
time-varying assignment patterns and operational changes, X; also includes all
two-way interactions between shift, squad, and year, as well as the three-way shift
x squad X year interaction; for these interactions, we aggregate hours into three
shift categories (daytime, evening, and nighttime) to avoid small cell sizes. We
restrict the sample to Black, Hispanic, and White suspectﬁ and to officers with
at least 10 stops in our data to ensure stable fixed effect estimates

The officer fixed effects o capture all time-invariant officer characteristics that
affect stop legality, including unobserved factors such as training quality, risk
tolerance, and adherence to constitutional standards. The coefficients 31, 82, and
B3 therefore identify within-officer variation: the difference in legality rates when
the same officer stops suspects of different demographic groups.

We also estimate an extended specification that includes two-way interactions
between the demographic variables:

(3) Lij = aj+B1Bi+BoF;+PBsHi+Ba(BXF)i+P5(Bx H)i+P6(Fx H)+Xjy+e;

Standard errors are computed using heteroskedasticity-robust (HCO0) variance
estimators.

DEMOGRAPHIC EFFECTS ON STOP LEGALITY

Table [3] presents the estimated coefficients from the officer fixed effects regres-
sion for stops. The results reveal statistically significant demographic disparities

in stop legalityE

121n practice, this means we exclude Asian suspects and suspects whose race could not be determined.

13Restricting to officers with at least 10 stops drops 11,602 stops (1.1% of total stops) conducted by
5,854 officers (53.9% of all officers), leaving 1,029,960 stops conducted by 5,001 officers in the analysis
sample. While this restriction removes the majority of officers by count, these dropped officers conducted
very few stops each, accounting for a small fraction of total police-citizen encounters. As a robustness
check, we also estimate the model including all officers regardless of stop count; results are qualitatively
similar.

14 Analogous results for frisks are presented in Appendix The patterns are qualitatively similar
but with larger magnitudes, likely reflecting both the inherent difficulty of the frisk determination and
the smaller sample size.



Table 3: Demographic Effects on Imputed Stop Legality

(1)

No Controls

()
PSA FE

3)

(4)

(5)

(6)

+ Squad FE + Time FE + Officer FE + Three-way FE

Panel A: Without Demographic Interactions

Black —0.0132*** —0.0079*** —0.0067*** —0.0082*** —0.0108*** —0.0104***
(0.0010) (0.0010) (0.0010) (0.0010) (0.0010) (0.0010)
Female 0.0149*** 0.0129*** 0.0101*** 0.0111*** 0.0077*** 0.0078***
(0.0012) (0.0011) (0.0011) (0.0011) (0.0011) (0.0011)
Hispanic 0.0007 —0.0026 —0.0027 —0.0034* —0.0036* —0.0034*
(0.0016) (0.0016) (0.0016) (0.0016) (0.0015) (0.0015)
R-squared 0.000 0.015 0.029 0.045 0.072 0.082
Panel B: With Demographic Interactions
Black —0.0207*** —0.0147*** —0.0129*** —0.0147*** —0.0163*** —0.0159***
(0.0012) (0.0012) (0.0011) (0.0011) (0.0011) (0.0011)
Female —0.0089*** —0.0096*** —0.0102*** —0.0091*** —0.0087*** —0.0088***
(0.0021) (0.0021) (0.0021) (0.0021) (0.0020) (0.0020)
Hispanic —0.0041* —0.0073*** —0.0072*** —0.0089*** —0.0086*** —0.0082***
(0.0019) (0.0019) (0.0018) (0.0018) (0.0018) (0.0018)
Black x Female 0.0359*** 0.0336*** 0.0303*** 0.0298*** 0.0244*** 0.0248***
(0.0025) (0.0025) (0.0025) (0.0025) (0.0024) (0.0024)
Black x Hispanic 0.0076 0.0049 0.0061 0.0111** 0.0125** 0.0116**
(0.0044) (0.0044) (0.0043) (0.0043) (0.0042) (0.0042)
Female x Hispanic 0.0116* 0.0141** 0.0135** 0.0146** 0.0121** 0.0120**
(0.0046) (0.0046) (0.0046) (0.0045) (0.0044) (0.0044)
R-squared 0.001 0.015 0.029 0.046 0.072 0.082
Observations 1,010,099 1,010,099 1,010,099 1,010,099 1,010,099 1,010,099
PSA FE No Yes Yes Yes Yes Yes
Squad FE No No Yes Yes Yes Yes
Time FE No No No Yes Yes Yes
Officer FE No No No No Yes Yes
Three-way FE No No No No No Yes

Notes: This table reports coefficients from linear probability models. The dependent variable is the imputed probability of RAS (continuous, 0-1).
Sample restricted to Black and White suspects, male and female suspects, and officers with >10 stops. PSA FE = police service area fixed effects. Time
FE = hour-of-day, month, and year fixed effects. Three-way FE = shift x squad X year interaction fixed effects, where shift aggregates hours into three
categories to avoid small cells; when three-way interactions are included, all corresponding two-way interactions (shift x squad, squad X year, shift x
year) are also included. Heteroskedasticity-robust standard errors in parentheses. *p < 0.05, **p < 0.01, ***p < 0.001.

(44
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Within-officer, stops of Black suspects have 1.0 percentage points lower imputed
legality than stops of White suspects (p < 0.001) in the model without interac-
tions. In the model without interactions, stops involving female suspects are
0.8 percentage points more likely to be legal than those involving male suspects
(p < 0.001).

These results become more nuanced when considering the interactions between
race, gender, and ethnicity. Stops involving White non-Hispanic females are 0.9
percentage points less likely to have RAS than stops involving White non-Hispanic
males (p < 0.001), whereas stops of Black non-Hispanic females are 1.6 percent-
age points more likely to have RAS than stops involving Black non-Hispanic
males (p < 0.001). Black non-Hispanic males have the highest idiosyncratic like-
lihood of being subject to illegal stops, 1.59 percentage points higher than White
non-Hispanic males (p < 0.001). For Hispanic suspects, stops involving White
Hispanic males are 0.8 percentage points less likely to be legal than stops involv-
ing White non-Hispanic males (p < 0.001), while the disparity is attenuated for
Hispanic females (0.5 percentage points less likely to be legal, p = 0.21).

OFFICER HETEROGENEITY

Prior work on officer heterogeneity has typically relied on civilian complaints
or litigation outcomes to identify problem officers. [Rozema and Schanzenbach
(2019) show that a small fraction of Chicago police officers accounts for a dispro-
portionate share of civil rights payouts, and that civilian allegations predict future
misconduct. However, civilian complaints rarely filed following police encounters,
and litigation outcomes reflect litigation and settlement dynamics, officer behav-
ior, and the strategic decisions of plaintiffs and the city—for example, |Ouss and
Rappaport| (2020]) show that while the number of lawsuits and and the amount of
payouts have increased over time, the number of insurance claims have actually
declined, suggesting that increases in payouts reflect changes in societal responses
to policing harms rather than worsening officer behavior. Our approach differs in
that we measure officer heterogeneity in the legality of stops directly, using im-
puted legality across the full population of stops rather than the selected sample of
encounters that generate complaints or litigation. This enables us to characterize
a broader range of officer behaviorE

The officer fixed effects from our regression capture persistent differences across
officers in stop legality rates, controlling for the demographic composition of the
individuals they stop and the times and places in which they operate. Figure
displays the distribution of these officer fixed effects. This represents the percent-
age change in the likelihood that a given stop is legal when the stop is conducted

15There are other important differences between our study and |[Rozema and Schanzenbach| (2019). We
evaluate a binary variable (was a stop legal or not?) while they studied a scalar variable (the amount
of payouts in litigation), which likely increases the heterogeneity between officers and increases the
proportional effect of replacing bad officers; and they use fewer controls than we do (police officer district
and a broad time period control), which may also increase heterogeneity if some of the between-officer
variation is attributable to the controls.
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by any particular officer.

Raw officer fixed effect estimates suffer from sampling error, particularly for
officers with few stops. To address this, we apply parametric empirical Bayes
shrinkage to the estimated fixed effects (Morris, |1983; |[Efron) 2012). This approach
“shrinks” less precisely estimated fixed effects toward the population mean, with
the degree of shrinkage depending on the reliability of each estimate. Empirical
Bayes shrinkage reduces the influence of noisy estimates and provides a more
reliable basis for identifying officers with genuinely high or low legality rates;
it is conventional in the policing literature as well as the analogous literature
on teacher value-added (Kane and Staiger, |2008; |Chetty, Friedman and Rockoff,
2014} [Rozema and Schanzenbach, 2019; Walters, 2024). The following officer
fixed effect analyses use these shrinkage-adjusted estimates. Appendix [F] presents
comparison figures showing the original and shrinkage-adjusted distributions, and
it discusses replacement and retention simulations using the unadjusted fixed
effects for robustness.
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Figure 5: Distribution of Officer Fixed Effects for Stop Legality (Empirical Bayes
Shrinkage-Adjusted)

Notes: This figure shows the distribution of shrinkage-adjusted officer fixed effects from the stop legality
regression, using parametric empirical Bayes shrinkage to reduce measurement error. The distribution is
approximately normal, with substantial variation across officers. Sample restricted to officers with >10
stops. See Appendixm for comparison with unshrunk estimates.

Table 4] summarizes the distribution of officer fixed effects. The gap between the
10th and 90th percentile officers is 14.4 percentage points, and even the officer
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with the single highest estimated idiosyncratic likelihood of committing illegal
stops is only about 14 percentage points more likely to commit an illegal stop
than the median officer. While this heterogeneity is statistically significant, it
is modest in magnitude relative to the baseline rate of illegal stops. Analogous
results for frisks, presented in Appendix show a 12.7 percentage point gap
between the 10th and 90th percentile officers.

Table 4: Distribution of Shrinkage-Adjusted Officer Fixed Effects for Stops

Statistic Value
5th Percentile —0.096
10th Percentile —0.075
25th Percentile —0.039
Median (50th) 0.000
75th Percentile 0.035
90th Percentile 0.068
95th Percentile 0.092

10th—-90th Range 0.144
25th—75th Range 0.074
Number of Officers 4,978

Notes: This table presents the distribution of shrinkage-adjusted officer fixed effects estimated from
the stop legality regression using parametric empirical Bayes shrinkage. Fixed effects are from the
specification with demographic interactions. The 10th—90th range represents the gap in predicted legality
between the 90th and 10th percentile officers, holding suspect demographics and other controls constant.
Sample restricted to officers with >10 stops.

SIMULATING OFFICER REPLACEMENT AND RETENTION

The substantial heterogeneity in officer fixed effects raises a natural policy ques-
tion: how much would overall stop legality improve if low-performing officers were
replaced with median officers? To address this question, we conduct a simulation
exercise.

We identify officers whose shrinkage-adjusted fixed effects fall below a given
percentile threshold (e.g., the bottom 10% or bottom 25%) and simulate what
would happen if all stops by these officers were instead conducted by officers at the
median of the fixed effect distribution. For each stop made by a below-threshold
officer, we adjust the expected legality of that stop by the difference between
the median fixed effect and that officer’s fixed effect. We then compute the new
average legality rate across all stops.

Figure[6] presents the results of this simulation, showing the marginal and cumu-
lative improvement in stop legality (in percentage points) as progressively larger
shares of low-performing officers are replaced with median officers.
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Figure 6: Simulated Impact of Replacing Low-Legality Officers (Empirical Bayes
Shrinkage-Adjusted)

Notes:  This figure shows the simulated improvement in overall stop legality from replacing low-
performing officers, where officers are ranked by their shrinkage-adjusted fixed effects. The y-axis displays
the improvement in stop legality in percentage points relative to the current baseline; the x-axis shows
the percentage of officers replaced (ranked by shrinkage-adjusted fixed effect from lowest to highest)
with officers at the median of the fixed effect distribution. Panel (a) shows the marginal impact of each
additional percentile of officers replaced; panel (b) shows the cumulative impact.

Table [5| quantifies the impact at key thresholds. The results are discouraging
for personnel-based interventions. Panel A shows that replacing the bottom 10%
of officers with median officers would reduce illegal stops by only 1.1 percentage
points (p < 0.001), a 5.6% relative reduction; replacing the bottom 25% would
yield a reduction of only 2.0 percentage points (p < 0.001), a 10.2% relative reduc-
tion; and even bringing all officers below the median up to median performance
would reduce illegal stops by just 2.5 percentage points (p < 0.001), a 12.7% rel-
ative reduction. These modest effects suggest that improving the average legality
of police stops through personnel changes alone is challenging.

Panel B presents the inverse analysis: the cost of losing high-performing officers.
If the top 10% of officers left and were replaced by median officers, illegal stops
would increase by 1.0 percentage points (p < 0.001), a 5.1% relative increase; if
the top 25% left, illegal stops would increase by 1.7 percentage points (p < 0.001),
an 8.6% relative increase. This suggests that retaining high-performing officers is
slightly more helpful than replacing low-performing officers, although it still does
not substantially improve stop legality. Figure [F3]in Appendix graphically
presents the benefits of retaining high-legality officers.
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Table 5: Simulated Impact of Officer Personnel Changes on Illegal Stops (Empir-
ical Bayes Shrinkage-Adjusted)

Personnel Change Absolute Change Relative Change

Panel A: Replacing Low-Performing Officers with Median

Bottom 10% replaced —0.011%** —5.6%
(0.0001)

Bottom 25% replaced —0.020%** -10.2%
(0.0002)

Bottom 50% replaced —0.025%** —12.7%
(0.0003)

Panel B: Losing High-Performing Officers to Median Replacement

Top 10% lost +0.010%** +5.1%
(0.0001)

Top 25% lost +0.017H%* +8.6%
(0.0002)

Top 50% lost +0.031*** +15.7%
(0.0003)

Notes: This table presents simulated changes in illegal stop rates from officer personnel changes. Panel
A shows the reduction in illegal stops from replacing low-performing officers with officers at the median
of the fixed effect distribution. Panel B shows the increase in illegal stops if high-performing officers leave
and are replaced by median officers. Officers are ranked by their shrinkage-adjusted fixed effects from
the stop legality regression using parametric empirical Bayes. Relative changes are computed against the
baseline illegal stop rate of approximately 19.7%. Standard errors are computed using the delta method,
accounting for uncertainty in officer fixed effect estimates. Sample restricted to officers with >10 stops.
% p < 0.001.

These simulations are necessarily stylized and assume that replacement officers
would perform at the median level. In practice, the feasibility and effectiveness of
personnel interventions would depend on many factors outside our model, includ-
ing the availability of qualified replacements, the costs of turnover, and whether
low-performing officers could instead be improved through training. Because
departments lack the ability to perfectly identify the worst- and best-performing
officers, real-world interventions to replace or retain officers would likely fare even
worse than our simulations. On the other hand, it is possible that poor and high
performers have spillover effects on other officers, which might increase the effects
of replacement or retention. (We intend to study this question in subsequent re-
search.) For now, the exercise in this Subsection illustrates how our methods can
be used to identify officers who are performing below the median and to roughly
estimate the potential impact of personnel-based interventions.
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V. Discussion
A. Limitations

Our analysis faces a fundamental data constraint known as the selective labels
problem: we only observe the stops that police actually made, not the potential
stops they chose not to make. This means we cannot directly assess what would
constitute the prevalence of false negatives—situations where RAS was present
but the officer chose not to stop. As a result, our performance metrics for police
officers (80.3% accuracy for stops and 73.6% for frisks) exclude these unobserved
decisions. This limitation is inherent to any observational study of police behavior
and affects all models trained on realized stop data. The selective labels problem
does not, however, undermine the primary use case for our models: auditing the
legality of stops that were made. In that context, we observe the full universe of
relevant outcomes.

A second limitation is that we study the narratives provided by officers them-
selves, rather than objective data (like body-worn camera footage). Thus it is
possible that some of the variation between officers is attributable to variation
in ability to write high-quality stop narratives that explain the underlying legal
basis for the stop. However, the inability to explain the legal basis for a stop
is itself legally problematic and of primary interest in our study— Terry requires
the reason for the stop be articulable for the stop to be legally justified, and the
sufficiency of the stop narrative is an important part of the evidentiary record.

Conversely, officers making stops that are actually illegal might exaggerate the
legal validity of the stop. If the officers most likely to write narratives lacking
RAS are also the most likely to exaggerate the legality of their stops, this could
artificially compress variation between officers and make officer heterogeneity ap-
pear less than it really is. This could be the case if officers exaggerate more
when their stops are more illegal, or if there is some unobserved factor, like lack
of professionalism, that drives both exaggeration and a tendency to make illegal
stops.

However, there are structural impediments to exaggeration. Stop narratives are
typically straightforward recitations of facts, leaving little room for puffery other
than outright lies. Moreover, officers have little incentive to lie given the lack of
repercussions for making illegal stops. In addition, stop narratives are audited by
the department using body-worn camera footage, which was available for most of
the time period we study (and the rollout of body-worn cameras coincided with a
substantial increase in the legality of stops, whereas we might expect the opposite
if officers were lying in stop narratives and forced to be truthful when body-worn
cameras were rolled out). Finally, the fact that the rate of illegal stops is quite
high (around 20% of stops) suggests that officers are not too concerned about
legality rates.

Subjective differences in how officers describe stops might also affect our anal-
ysis of demographic disparities (Section . Officers might vary in how they



VOL. NO. PROSE AND CONS 29

describe a situation based on the race of the individual stopped. For example,
consciously or unconsciously, they may use different wording, include or exclude
certain facts, or vary their tone depending on the suspect’s race.

If this is so, intuitively we should expect our estimates of disparities to be
underestimates. The natural interpretation of disparities in legality rates is that
officers are biased against, in our case, Black males. Thus we would expect officers
to describe stops involving Black males less favorably than those involving White
males even when the underlying facts are similar. The plaintiff’s attorneys (and
therefore the LLMs) will then miss some amount of the disparity between Black
and White males that is covered up by systematic bias in reporting. If this is true,
then our estimates of disparities would be lower bounds on the true disparities.

VI. Conclusion

We evaluate multiple approaches to assess the legality of police stops and frisks,
including classic ML algorithms, off-the-shelf LLMs, and fine-tuned LLMs. Our
results demonstrate that fine-tuned LLMs most effectively predict the legality of
both stops and frisks, with the best model (GPT-4.1) achieving 90.1% accuracy
for stops and 80.8% accuracy for frisks. Moreover, fine-tuned GPT-4.1 is even
more accurate on subsets for which it has high confidence, with 95% accuracy on
85% of stops and 43.5% of frisks. Fine-tuned LLMs consistently outperform all
ML models, as well as our human RA.

The fact that fine-tuned LLMs outperform GPT-5.2, even though GPT-5.2 is
a much stronger model absent fine-tuning, suggests the importance of fine-tuning
in order to capture domain-specific knowledge in criminal law. The fact that fine-
tuned LLMs substantially outperform simpler ML models, like random forests
and logistic regression, suggests that understanding context and nuance (i.e.,
the ability to understand the relationships between words rather than treating
narratives as bags of words) is also important.

The ability of algorithms to classify police narratives as having or lacking RAS
for both stops and frisks has important practical implications. Most immedi-
ately, our methods enable low-cost audits of the legality of police departments’
current practices. Rather than relying on small samples or costly large-scale
audits involving human lawyers, departments could use LLMs to efficiently iden-
tify problems in policing, and plaintiff’s lawyers could use LLMs to decrease the
costs of litigation. Researchers studying police behavior would similarly benefit
from scalable, accurate assessments of stop legality—enabling empirical work that
would otherwise be infeasible.

Our population-level imputation analysis demonstrates this research potential.
By training models on the 41,332 attorney-coded stops and applying them to
all 1,010,099 stops in the jurisdiction, we document heterogeneity across officers
in stop legality rates and find evidence of demographic disparities even within
officers. Stops involving Black or Hispanic suspects are less likely to be legal
than stops involving White suspects, especially for Black and Hispanic men. Im-
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portantly, our approach to measuring demographic disparities avoids the infra-
marginality problem and the behavioral equilibrium assumptions that complicate
the interpretation of hit rate comparisons in the tradition of Knowles, Persico and
Todd| (2001). We further conduct simulations suggesting that even sweeping per-
sonnel interventions would have limited impact on overall stop legality: replacing
the bottom half of officers with median officers would reduce illegal stops by only
about 2.5 percentage points, or 12.7%. This suggests that improving the aver-
age legality of police stops through personnel changes alone is challenging. This
analysis complements prior work using civilian complaints, litigation outcomes,
and disciplinary records to identify problem officers by measuring legality across
the full population of stops rather than the selected sample of encounters that
generate complaints. All these findings would be impossible to obtain through
traditional attorney review and illustrate how algorithmic legality assessment can
enable new research directions in policing.

Looking further ahead, LLMs fine-tuned using our methods might also provide
live feedback to officers before making stops or conducting frisks, advising them
whether their actions are likely to be deemed illegal. This is particularly im-
portant for frisks, where officers must meet the additional burden of articulating
why they believe a suspect is armed and dangerous. Such real-time guidance
remains speculative—it would require overcoming technological, regulatory, and
behavioral hurdles—but if implemented successfully, these algorithms could help
reduce unconstitutional police encounters while maintaining public safety.
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APPENDIX A: DATA PROCESSING, FINE-TUNING, AND PROMPT ENGINEERING

Al1. Data Processing

The dataset underwent several preprocessing steps to ensure data quality and
consistency. The following procedures were applied:

)

2)

Standardizing Variables: Variables were standardized to decrease the
number of discrete values (e.g., mapping “Y”, “Yes”, “yes” to “Yes”).

Age Processing:

e Ages were converted to numeric values.
e Observations with ages younger than 9 or older than 99 were dropped.

o Negative ages and age 0 were dropped.
Physical Characteristics:

e Height values outside the range of 4’6” to 7’ were dropped.

o Weight values lower than 50 lbs or greater than 500 lbs were dropped.

e Unrealistic weight-build combinations (e.g., "Thin’ with weight greater
than 300 lbs) were dropped.

Date and Time:

e A ’minutes since 2000’ variable was created as a linear time control.
e A Month variable was created.

e Time of day was categorized as 'Night’ (0:00-8:00 hours), 'Day’ (8:00-
16:00 hours), or 'Evening’ (16:00-24:00 hours).

Location Information:
e Police Service Area (PSA) 7700 was removed.
Text Cleaning:

e ’apos;’ was replaced with apostrophes in the stop narratives.

e Newline characters were replaced with spaces in the stop narratives.
Rare Value Handling;:

e Observations with rare values (frequency < 0.5%) Eye Color and Build
were dropped.

e Observations involving officers with fewer than 10 stops were dropped.
Duplicate Removal: Duplicate rows were removed if they matched based

on the following variables: location, officer ID, further suspect description,
suspect sex, suspect age, suspect height.



36

A2. LoRA Fine-Tuning

In LoRA, the weight update for a layer is represented as the product of two
low-rank matrices, significantly reducing the number of trainable parameters com-
pared to full fine-tuning (Hu et al., [2022).

For a given weight matrix Wy in the original model, LoRA decomposes the
weight update into the product of two low-rank matrices B € R*" and A € R™**,
where 7 is the chosen rank (typically much smaller than d and k):

(A1) W = W, + aBA

Where Wy is frozen during training, « is a scaling factor, and only B and A are
trained. This reduces the number of trainable parameters from d x k to r(d+ k).
For example, if d = k& = 1000 and r = &, this reduces the number of trainable
parameters from 1,000,000 to 16,000.

During the forward pass, given an input x, the output is computed as:

(A2) h=Wx =Wyx+ a(BA)x

This decomposition allows for efficient fine-tuning while maintaining model per-
formance through the low-rank approximation of the weight updates.

This approach has shown comparable performance to full fine-tuning on vari-
ous natural language processing tasks while dramatically reducing the number of
trainable parameters (Hu et al., 2022]).

A8.  Training Loss Function

For the Llama 3.2 fine-tuning, following standard practice for binary classifica-
tion tasks in natural language processing (Devlin et al., 2019; Brown et al.| [2020)),
we minimize the cross-entropy loss:

N
1 . .
(A3) L=—+5 > wilog(i) + (1 — yi) log(1 — 4i)
=1

where N is the number of training examples, y; is the outcome of interest (a
dummy variable indicating whether there was RAS for the stop or frisk), and
7; is the model’s continuous prediction, bounded to be between 0 and 1. We
use cross-entropy loss rather than squared error loss because it is the standard
loss function for classification tasks, providing better gradient properties when
the model outputs are interpreted as probabilities. In particular, cross-entropy
loss penalizes confident wrong predictions more heavily and provides stronger
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gradients when predictions are far from the true labels, leading to faster and
more stable convergence during training.

While OpenAl does not publicly disclose the specific loss function or training
methodology used for GPT-4.1 fine-tuning, it is standard practice in the field to
use cross-entropy loss for classification tasks, and we expect their approach to be
similar.

A4. LoRA Fine-Tuning Hyperparameters

We used the following hyperparameters and configurations to fine-tune Llama
3.2

e Base Model: We used a 4-bit quantized version of the Llama 3.2-8B In-
struct model, which allows for faster loading and reduced memory usage.

e Sequence Length: The maximum sequence length was set to 2048 tokens.
¢ LoRA Configuration:

— Rank (r): 16

— LoRA Alpha: 32

— LoRA Dropout: 0

— Bias: none
e Training Configuration:

— Batch Size: 16 per device

— Gradient Accumulation Steps: 1
— Warmup Steps: 100

— Number of Epochs: 3

— Learning Rate: 0.0001

— Optimizer: AdamW (8-bit)

— Weight Decay: 0.01

— Learning Rate Scheduler: Cosine

e Precision: We used mixed precision training, automatically selecting be-
tween FP16 and BF16 based on hardware support.

e Gradient Checkpointing: We used Unsloth for gradient checkpointing.
A5, GPT-4.1 Fine-Tuning

In addition to fine-tuning Llama 3.2 with LoRA, we fine-tuned OpenAI’'s GPT-
4.1 model using OpenAlT’s fine-tuning API. Unlike Llama 3.2, GPT-4.1 is a closed-
source model, so fine-tuning is performed through API calls rather than direct
weight modification.
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TRAINING DATA FORMAT

GPT-4.1 fine-tuning uses a chat completion format where each training example
consists of a sequence of messages with system, user, and assistant roles. For each
stop or frisk, we format the training data as follows:

e System message: A detailed prompt explaining the legal framework for
RAS under Terry v. Ohio, including examples of factors that support or
undermine RAS.

e User message: The police narrative describing the stop or frisk.

e Assistant message: The ground truth label (“Yes,” “No,” “N/A)” or
“Fruit” for frisks).

MUuLTI-CLASS CLASSIFICATION

Both Llama 3.2 and GPT-4.1 are fine-tuned as multi-class classifiers rather
than binary classifiers. For stops, we train on three classes: “Yes” (RAS exists),
“No” (RAS does not exist), and “N/A” (not applicable or cannot be determined).
For frisks, we train on four classes: “Yes,” “No,” “N/A,” and “Fruit” (indicat-
ing the frisk derives from an unlawful stop, making it “fruit of the poisonous
tree”). This multi-class formulation allows the models to appropriately handle
edge cases that do not fit cleanly into a binary classification. However, because
our primary interest is in distinguishing lawful from unlawful stops and frisks, we
calculate all performance statistics—accuracy, AUC-ROC, F1 score, and related
metrics—solely on cases coded as “Yes” or “No,” excluding cases coded as “N/A”
or “Fruit.”

HYPERPARAMETERS

We used the following hyperparameters for GPT-4.1 fine-tuning:

e Base Model: gpt-4.1-2025-04-14
e Number of Epochs: 3
e Batch Size: Automatic (determined by OpenAl’'s API)

e Learning Rate: Automatic (determined by OpenAI’s APT)

Both training and validation files were uploaded to OpenAI’s API, allowing the
API to track validation loss during training. We used the same train / validation
/ test split as for Llama 3.2 fine-tuning (80% / 10% / 10%).
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PROBABILITY EXTRACTION

Autoregressive large language models, like GPT-4.1 and Llama 3.2, produce
probability estimates of the following token in a string of tokens. In our case,
we provide the police narrative associated with a given stop and ask the model
to assess whether the stop had RAS. The model is instructed to answer “Yes,”
“No,” or “N/A” (and additionally “Fruit” for frisks). To convert the multi-class
output to a probability of RAS, we extract the log probabilities for “Yes” and
“No” tokens and compute a normalized probability using softmax over these two
classes.

To extract probabilities from GPT-4.1’s outputs, we use the logprobs param-
eter in the API response, which provides log probabilities for the top tokens at
each position. We compute the probability of RAS by applying softmax to the
log probabilities of the “Yes” and “No” tokens:

eEYes

(A4) P(RAS = Yes) = v § oo

where fves and fn, are the log probabilities of the “Yes” and “No” tokens re-
spectively. Values near 1 indicate high confidence that RAS exists, values near
0 indicate high confidence it does not exist, and values near 0.5 represent maxi-
mum uncertainty. This normalized probability is used for confidence ranking and
calibration analysis.

A6. OpenAl GPT-5.2 Model Prompts

We evaluated OpenAl’s GPT-5.2 model using two different prompt styles for
each prediction task: a short prompt and a detailed prompt that incorporates
additional information about the relevant legal framework. The detailed prompts
perform better and are used for the results reported in the main text.

Stor RAS PROMPTS

Short Prompt:

You are being given the text of a police report describing a police stop
in [CITY]. Determine whether the police had RAS to make the stop,
as required under the Supreme Court’s decision in Terry v. Ohio, as
interpreted under the laws of [CITY] and [STATE].

Express your answer on a scale from 0 (meaning there was definitely
no RAS) to 100 (meaning there was definitely RAS). Give only the
number in your answer.

Detailed Prompt:
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You are an expert on Fourth-Amendment “stop-and-frisk” law in

[STATE].

Below you will receive the narrative portion of a police department
stop form.

Your single task is to decide whether, based only on what the
officer actually wrote, the officer had reasonable suspicion to stop
the person(s) under Terry v. Ohio, as that doctrine is applied in
[CITY] and [STATE].

LEGAL FRAMEWORK - APPLY ONLY TO THE STOP (not frisk,
search, or arrest)

1. Three required elements of reasonable suspicion (RS)

e Person-specific — facts tie the suspicion to the particular indi-
vidual stopped.

e Reliability — the information is reasonably trustworthy. Direct
observation > identified citizen > known informant > anonymous
tip.

e Crime-suggestive — facts indicate past, present, or imminent
criminal activity (mere “suspicious” behavior is not enough).

2. Sources of information and their weight
e Officer’s own observations — high reliability; ordinarily satisfy

both person-specific and reliability.

e Flash / radio / third-party report — medium; require (a) a
concrete description that the stopped person matches and (b
an identified or clearly reliable source.

e Anonymous information alone — low; never enough unless
independently corroborated by the officer’s own observations.

3. Examples that can justify a stop (when all three elements
are met)

e Observed drug transaction (“observed transaction”).

e Specific description plus corroboration of a violent crime suspect
(e.g., “orange shirt, camo jacket, brown pants, breaking car win-
dows with a hammer”).

e Report of person with a gun plus matching description or flight
or visible bulge.

e Observed open container, apparent intoxication, curfew /truancy
when age plausible (<18/<17).
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e Observed trespass inside abandoned property, casing cars, ag-
gressive panhandling (with conduct described).

e Officer personally knows subject has an outstanding warrant be-
fore the stop.

e Immediate reaction to gunshots in the vicinity (stops made mo-
ments after shots are treated as RS).

4. Examples that never alone justify a stop (prohibited by
the PPD consent decree)

e “Loitering,” “loitering in a high-crime/drug area.”

e “High-crime area” standing alone.

e “Suspicious,” “furtive movements,” “investigation of person,”
“acting nervous.”

e Anonymous “man with gun” (no corroboration).

e Merely riding in a vehicle stopped for a traffic infraction (pas-
senger).

e Vague “involved in a disturbance” unless the disturbance is de-
scribed (e.g., fight witnessed).

o General driver/traffic infractions are assumed valid for the driver;
do not create RS to detain a pedestrian or passenger unless ad-
ditional facts link that person to a crime.

5. Special notes

e If the narrative plainly records something that is not really a
“stop” (e.g., executing an arrest warrant, assisting a complainant),
output “n/a” instead of a number.

6. Scoring scale — output must be a single integer 0-100

e 0-10: Clearly no RS (only prohibited or vague reasons).

e 11-30: Very weak; maybe one element partially present.

e 31-49: Insufficient; at least one element missing.

e 50: Borderline; elements just barely satisfied.

e 51-70: More likely than not that RS exists.

e 71-89: Strong RS; all three elements well supported.

e 90-100: Definitive RS; detailed, specific, reliable facts of criminal

activity.

7. Method
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Read only what is written. Do not invent facts or discount ones
that are written, even if implausible.

e Apply sections 1-4 to decide whether all three elements are met.

Choose the score from section 6 that best reflects the strength of
RS.

Respond with only:

— the integer score, or
— “n/a” if no stop analysis is required.

WHEN YOU RESPOND, PROVIDE ONLY THE INTEGER (or “n/a”).
NO WORDS, NO EXPLANATION.

Frisk RAS ProMPTS

Short Prompt:

You are being given the text of a police report describing a police stop.
Determine whether the police had RAS to frisk the person, as required
under the Supreme Court’s decision in Terry v. Ohio, as interpreted
under the laws of [CITY] and [STATE].

Express your answer on a scale from 0 (meaning there was definitely
no RAS to frisk) to 100 (meaning there was definitely RAS to frisk).
Give only the number in your answer.

Detailed Prompt:

You are an expert on Fourth-Amendment “stop-and-frisk” law in
[STATE]. Below you will receive the narrative portion of a police de-
partment stop form. Your single task is to decide whether, based
only on what the officer actually wrote, the officer had reason-
able suspicion to frisk the person(s) under Terry v. Ohio, as that
doctrine is applied in [CITY] and [STATE].

LEGAL FRAMEWORK — APPLY ONLY TO THE FRISK (not stop,

search, or arrest)

1. Three required elements of reasonable suspicion (RS)

e Person-specific — facts tie the suspicion to the particular indi-
vidual frisked.

e Reliability — the information is reasonably trustworthy. Direct
observation > identified citizen > known informant > anonymous

tip.
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Weapon or danger indicator — facts suggest the person is
armed and presently dangerous.

2. Sources of information and their weight
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Officer’s own observations — high reliability; still need a weapon/danger

indicator.

Identified victim or eyewitness — medium-high; officer must
note how the source is identifiable.

Known informant with a track record — medium; officer
must say the informant has been reliable before.

Anonymous tip or vague “flash” — low; needs independent
corroboration by the officer.

3. Examples that can justify a frisk (when all three elements
are met)

Visible weapon or unmistakable bulge consistent with a weapon.

Refusal to remove hands from pockets after the officer directs the
person to do so.

Nature of suspected crime is violent (robbery, assault, gun of-
fense).

Reliable report of a gun plus match to description and corrobo-
rating behavior (flight, visible bulge, etc.).

Violent disturbance in progress (fight, domestic assault) observed
or reliably reported.

Gunshots just heard nearby; officer stops persons fleeing or lin-
gering at the scene.

Specific description of an armed suspect matched by the stopped
person.

Officer knew, before the stop, of an outstanding warrant for a
violent or weapons offense.

4. Examples that never alone justify a frisk (prohibited by
the PPD consent decree)

High-crime or high-drug area by itself.

W

“Furtive movements,” “acting suspiciously,” “belligerent,” “in-

vestigation of person.”
Loitering or loitering in a high-crime area.

Anonymous unverified “man with gun.”
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Drug possession or transaction alone (unless other violent-crime
indicators are present).

Merely placing the person in a patrol car for officer “safety.”

General nervousness, ordinary hands-in-pockets, or being a pas-
senger in a traffic stop.

5. Special notes

The officer must have specific, articulable facts that would lead
a reasonable officer to believe the person is armed and presently
dangerous.

Evaluate the frisk separately from the stop. A bad stop does not
automatically invalidate a good frisk (and vice-versa), though
evidence from an unlawful stop can be suppressed as “fruit of
the poisonous tree.”

A clear weapon-shaped bulge, by itself, is barely enough but still
counts as RS.

Hands-in-pockets plus refusal to remove them plus a context in-
volving possible violence can supply RS.

If the narrative is not really about a frisk (e.g., search incident to
arrest, warrant execution, medical assist), output “n/a” instead
of a number.

6. Scoring scale — output must be a single integer 0-100

0-10: Clearly no RS (only prohibited or vague reasons).
11-30: Very weak; maybe one element partially present.
31-49: Insufficient; at least one element missing.

50: Borderline; elements just barely satisfied.

51-70: More likely than not that RS exists.

71-89: Strong RS; all three elements well supported.

90-100: Definitive RS; detailed, specific, reliable facts of a weapon
or danger.

7. Method

Read only what is written. Do not invent facts or discount ones
that are written, even if implausible.

Apply sections 14 to decide whether all three elements are met.

Choose the score from section 6 that best reflects the strength of
RS.

Respond with only:
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— the integer score, or
— “n/a” if no frisk analysis is required.

WHEN YOU RESPOND, PROVIDE ONLY THE INTEGER (or “n/a”).
NO WORDS, NO EXPLANATION.
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